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Chapter 1

Introduction

Eventually this document will resemblethe Lions' Commentary on 6th Edition UNIX. That's
the theory, anyway. We will see. Things marked with XXX are things | don't understand yet.
| will try to do one passthrough the whole code leaving XXXs behind, and then make further
passesto Il in the XXXs and other nuances/implications.

1.1 VSTaArchitecture

Lots of stuff to add. Hereis an overall diagram for now.
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CHAPTER 1. INTRODUCTION

1.2 VSTaMicrokernel Architecture

Herewill be an overall description of the microkernel itself, its featuresand its design.



Chapter 2

Thread and ProcessManagement

2.1 Thread and ProcessStructures

2.1.1 struct proc, 12174-12211

Traditionally , a processwas seento be a “program in execution'. With the advent of threads,this
is no longer such a suitable de nition. With the separation of threads and processesn VSTa,
we cannow de ne aVSTaprocessasthe execution environment where one or more threadscan
execute.

The VTSa processprovides threads with several things. The most important is an address
spaceavhich is used to store instructions and data, and which is shared by all the threads. Next
are the messagports which are interpr ocesscommunication endpoints.

The VTSamicrokernel keeps details of eachprocessin a procstruct, de ned on lines 12174-
12211 .Eachprocesshasa unique identity, p_pid. The processhasavirtual addressspace,p_vas
which is shared by all of its threads,p_threads.

The ports owned by this process,and the number currently open, arekept in p_prefs p_ports
p_operand p_nopen.

Note that the processhas a number of protections and permissions, p_protand p_ids which
are shared by the threadsin the process,asis the command that started the process,p_cmd.

Apart from the virtual addressspace,thereis no hardwar e-dependent attributes to a VSTa
process.All other hardwar e attributes are kept in the threadsof the process.

2.1.2 struct thread, 13615-13646

A threadis an executableand schedulable entity which sharesa processenvironment (address
space,ports etc.) with zero or more other threads. The VTSamicrokernel keeps details of each
threadin athreadstruct, de ned on lines 13615-13646.

In VSTa, eachthread hasits own user-mode stackt ustack and kernel-mode stackt_kstack

Becausethreads are schedulable, we need to store a thread's registers when it moves to
kernel-mode and when it is blocked; these are stored in t_uregs. As a schedulable entity, the
thread has a state t_state which can have the values TS_SLEEP(blocked), TS_RUN (ready to
run), TS_ONPROC(running on a CPU) and TS_DEAD (dying or dead).

There are lots of values used by the scheduling systemwhich | will document later.
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2.1.3 structs exitst and exitgrp, 14218-14251

When a processexit()s, it wishes to indicate to its parent the reasonfor termination. In VTSa,
the reasonis stored as a numeric exit code with values from 0 to 65,535. The parent wishes to
nd out why any of its childr en terminated, and the process-idsaswell. At the sametime, the
parent also wishes to know if any child terminated abnormally without leaving an exit code.

The exitst struct holds the details of one child process'termination. The exit value is stored
in e_codand the child's process-idin e_pid.If the child terminated abnormally, W_EVis OR'ed
with the e_coddo indicate this. The rest of the struct holds the child's accumulated CPU times
and the name of the event that terminated the child.

As aparent can have a number of childr en, VSTa also has an exitgrp struct which actsasthe
head of a linked list of exitst structs. e_paent points at the parent of the exited children. The
linked list of exitststructs starts at e_statwith the number of nodesin the list held in e_lefs

2.2 System Calls
2.2.1 tfork(), 20095-20165

The tfork() system call is one of the simplest system calls in VSTa to understand, yet at the same
time it is not atrivial system call. The manual for the system call states:

pid_t tfork(voidfun startfun, ulong arg);

tfork() createsa new threadrunning under the current process.A thread, unlike a
process,sharesthe addressspace,permissions, and open les with all other threads
of the current process.

A thread starts running at the function pointed to by the startfun argument to
tfork(); this function is entered with the single argument arg available. This function
should not return to its “caller ”; exit(2) should be used when the thread wishes to
complete.

tfork()'s return value is the thread processID of the new thread. Note that a
thread processID is local to the PID of the containing process;see notify(2) for an
example of selecting a thread within a process.

As we are creating a new thread from an existing thread, we do not need to deal with address
spaces. The main tasks are to construct new user-mode and kernel-mode stacks for the new
thread, initialise the new thread structure, insert it into the list of ready-to-run threads, and
return execution to the thread which createdthe new thread.

20095: We obtain a pointer to our processaswe will nheedto add the new threadto this process.

20101-20106:Construct a zero- ll-on-demand user stack for the new thread, and return with
failur eif this cannot be done.

20109-20116:Make a new struct thread and make a duplicate of the calling thread's struct
thread. Hopefully , this will never fail becausethe MALLOC() is never tested for failur e.

20121-20123:Choosea unique threadid for this new thread. We need to lock this operation so
that the samethread-id is not chosensimultaneously by two or more concurrent threads.
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20126-20130:Create a kernel stack, attach the user-mode and kernel-mode stacksto the new
thread structure, and use dup_stack(}o duplicate the existing stacks. However, the new
user-mode stack much be initialised so that when the new thread is run, execution “re-
turns' to the startfun with argument arg.

20132-20144:Before we can link the new struct thread to the list of ready to run threads, we
needto resetthe scheduling statistics. Note line 20140:we setthe stateto blocked (TS_SLEEP)
sothat the threadis initially asleep.Later on, it will be added to the ready queue whereis
statewill be changed.

20147-20155:Lock the processstruct and append the new thread to the list of threadsin the
processesincrement the number of threadsif the threadis not ephemeral.

20160: Finally, setthe thread running. It will start execution in the startfun function.

20165: Return the identity of the new threadto the thread that createdit.

2.2.2 fork(), 20192-20263

Fork()is more complicated than tfork() becausea new addressspaceneedsto be created which
is identical to the calling process'addressspace,and a single new thread needsto be created
to executeinside the new addressspace. For memory performance reasons,the new address
spaceis made a copy-on-write duplicate of the existing addressspace,so that no pagesneed to
be allocated/copied until the parentor child alters them.

Fork() in VSTa observesthe same semantics as Unix fork(): execution returns to the same
instruction in both the parent and child process.However, the child receivesa return value of
0, while the parent receivesthe return value of the new childs' process-id.

20192-20193told and poldare setto point at the existing thread and process.

20199-20202tnew and pneware allocated and zeroed. Theseare the new processand thread
structs.

20207-20212:The new thread struct is initialised with its own kernel stack, and the user-mode
stack is set to point to the top of the new addressspace (USTACKADDR). It is set to
TS_SLEEPLater on, it will be added to the ready queue where is statewill be changed.

20218-20221:Allocate thread and processids, locking the data structur esto prevent race condi-
tions.

20224-20243:XXX. Hereis lots of code | don't yet understand!

20246-20249:Usethe old thread's stackto createaduplicate copy which will bethe new thread's
stack.

20254-20257:The new processis ready to be made known to the kernel.

20262: Start the new child processrunning. By doing this, we ensure that the new process-idis
not returned to the child.

20263: The parent of courseis still running. Return the child's processid to the parent.
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2.2.3 exit(), 20337-20472

Exit() in VSTa has nearly the samesemanticsasit doesin Unix. The dif ferenceshere are:
The calling thread is destroyed, not the whole process.
The whole processis destroyed if this is the last thread in the process.

Only the exit value is returned to the parent process;there is no indication of abnormal
processtermination (e.gcore. les etc.).

The code for exit() should be relatively straight-forwar d: destroy the thread struct. If this is
the last thread then close and relinquish all ports, destroy the process'addressspaceand the
processstruct, and return the exit value to the parent process. However, asnoted in the code,
this is not easywhen the execution of the code is happening on the kernel stack of the address
spacewhich is itself being destroyed! We will seehow the code deals with this wrinkle.

20337-20339:Determine the current threadt, the thread's processp, and the process'runqueue
prung.
20343-20353:Becausethe thread is going to be destroyed, remove its existencefrom the thread

list owned by the process.Note that we acquire the proc struct lock on line 20345 ,but we
don't releaseit until line 20378.

20354: Assert that we have walked off the list of threads. If t2 is not NULL, something bad
happened!

20355: Determine if this is the last threadin the process.

20358-20361:The thread has accumulated lots of user-mode CPU usageand kernel-mode CPU
usage.Add its usageto the process'aggregate.

20366-20376!If this is the last non-ephemeral thread in the processkill off all the other ephemeral
threads. XXX: | needto nd out what an ephemeral thread is!

20378: We've nished altering p for now, releasethe lock on it.
20380-20389:Tell any debugger that either a thread has exited, or the whole processhas exited.

20396-20398:Tear down the thread's user stackif it is not the last thread. If it is the last thread,
the whole addressspacewill betorn down anyway.

20399-20414:Theselines deal with closing down the whole process.Line 20404setsthe process'
thread list to the single thread struct t. Both of these are going to go away soon, though.
Jump to the debugger if the processwas a boot server, asthis should never happen.

20416-20426:We are still closing down the process. By terminating the process,any children
will no longer be able to report their exit status. Line 20418marks their exitgrp as such.
Line 20419is where the process'exit status is posted to the exitgrp of the parent. Line
20420disassociatesthis processfrom the exitgrp of the parent.

20425: Call free_poc()to closedown all of our ports and remove us from the allprocslist.

20431: At this point, the threadis technically gonefrom the system. If we wereto be pre-empted
now, the OS would never be able to reschedule the thread to continue the cleanup. To
prevent this, turn off pre-emptions for now.
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20434-20440:XXX. Hereis lots of code | don't yet understand!

20443-20448:Releasethe FPU it the thread was using it. Freethe t_fpu struct associatedwith
the thread.

20450-20455:Free the kernel stack. This stack, unfortunately , holds all of our local variables!
idle_stack(switches us over to using the idle stack. XXX Find out more about the idle
stack.

20460: Decrement the number of runnable threads.

20465-20466:There's not much left to do. Using the global curthreadvariable, freethe thread
struct for this thread, and setthe curthreadto no current thread. Shouldn't this bea NULL
assignment?

20467: XXX Why is this done?

20468: Let pre-emption occur. Well, it can't yet, becausewe acquired the runq lock on the pre-
vious line!

20469-20472:Use swich()to nd a new thread to run. As this will never return, there is an
assertion to crash the system if it does. There seemsto be no need for the in nite loop
here, given that swtch()can never return.

2.2.4 waits(), 20497-20534

The waits() system call in VSTa allows a parent processto retrieve a copy of the rst exitststruct
from the linked list of exitststructs which hold the details of the terminated childr en. The calling
processprovides two parameters: w is a pointer to an empty exitst struct in user-memory, and
blockindicates if the system call can block if there are no exitststructs in the list at present. The
system call returns the process-idof the child that terminated, or some error value.

20511-20514:Obtain a pointer to the rst exitst struct in the list. This may block the calling
process,if the blockparameter is set. The wait_exitgrp()function (covered later), will either
return with a pointer, or with NULL. If NULL, return the error ESRCHto the calling
process.

20521-20526:The single exitst struct called e has already beenunlinked by wait_exitgrp(). Null
the nextpointer asit doesn't point to anything, and copy the struct into the calling process
addressspace. XXX | needto nd out why copyout is required here. Is it just defensive,
or is it to change addresses00?

20531-20533:Extract the process-idfrom the exitst struct, free the struct's memory and return
the process-idto the calling process.

2.3 Processand Thread Scheduling

Like all operating systems, VSTa must schedule processesand their threadsin such a way
that all runnable threads get some CPU time, and threads which cannot continue execution
are blocked. Process/thread scheduling can be broken down into threephases:
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1. Managing a ready to run queue or some other data structur e which implements the sys-
tem's scheduling policy. This can be done when threads are inserted back into the data
structure, when athread is removed from the data structure, and/or the structure can be
manipulated periodically .

2. Determining when athread needsto relinquish the CPU (voluntarily or due to somel/),
or when athread needsto be pre-empted from the CPU.

3. Switching the CPU to the highest priority thread which is ready to run.

The management of the ready to run queuesis done by the function pick _run()in os/kern/sched.c
along with some associatedhelper functions. The switching of the CPU to a new thread is per-
formed by the swtch()function, also in os/kernel/sched.dhe decision to pre-empt the running
thread (or to relinquish the CPU) is made in severalplacesin VSTA by calling the CHECK_PREEMPT()
macro or the sched_op@ystem call.

VSTaperforms thread pre-emption and applies thread priorities in order to make the schedul-
ing “fair'. Unlike traditional UNIX systems,VSTahasan interesting thread prioritisation scheme.
The VSTaweb page describesit thus:

VSTa uses a very conventional priority-driven scheduler for real-time processes.
However, most processesn the systemrun under aninteractive, timesharing schedul-
ing algorithm with unusual properties. The scheduler is driven from a tree where
runnable processesare leafs. The internal nodes representthe partioning of groups
of processednto percentage“slices” of the CPU pool (much like a fair share sched-
uler), with the lowest nodes containing the threadswithin aprocess.

This organization has two desirable properties. First, it allows users and groups
of usersto partition the CPU resourcesfairly among groups based on local policy.
With the ratio of CPUsto usersapproaching 1:1,the classicdepartmental computing
scenariomay never arise. But it can be convenient to guarantee that some particular
server will never consume more than half the CPU time (unlessit would otherwise
beidle).

Suchascheduler also provides many of the properties of agang scheduler. When the
classicUNIX scheduling algorithm is used to run closely cooperating processesijts
global nature allows any runnable processeso compete dir ectly with the threads.
Sinceall threads under VSTa exist under a common scheduling node, the threads
can voluntarily relinquish the CPU; the CPU time relinquished remains within the
“pool” of the node, soonly other related threadsunder the node will complete for

it.
2.3.1 void swtch(void), 23516-23648

The swtch() function is where a thread running in kernel mode (i.e. due to a system call) relin-
quishes the CPU and the operating system restarts another thread which is ready to run. This
routine is called from only afew placesin the VSTa microkernel:

os/kern/main.c:15642 Run the init processat boot time.

os/kern/proc.c:20470 Find a new processto run after this one has exit()ed.

1The function is probably named after the swtch()function in the early UNIX kernels.
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os/kern/sched.c:23755 Pre-empt the running thread asits timeslice has expired.
os/mach/mutex.c:32405 Relinquish the CPU aswe need to sleepon a semaphore.

os/mach/mutex.c:32527 Relinquish the CPU aswe need to sleepon a semaphore.

What makes swtch()an inter esting routine is that the caller of the function is blocked, and when
swtch()returns the context is now that of a new thread. Obviously, this meansthat there is some
sleight of hand here; we need to safely store the existing thread's context (including its CPU
registers),and re-establishan old thread's context properly sothat it can continue asif nothing
had happened.

XXX Lots more comments here please!

23545 Check that the no pre-emption ag is not setin the cpustruct. If it was, we should not be
trying to change contexts. Panic the kernel.

23546-23548XXX: If we voluntarily gave up the CPU, decrementone point of CPU (over) usage.

23549 do_peemptis a global kernel ag that indicates if the current thread has exceededits
timeslice; it is setin only two places: os/kern/xclock.c:26557 (timeslice exceeded)and
os/mach/trap.c (the nudge()function). As we are going to kick this thread out of the
CPU, we canresetthis ag backto 0.

23551-23599This in nite for loops tries to nd another threadto schedule. This might be anew
thread, it might be the samethread (if it was pre-empted and there are no other ready
threads), or there might be no other threadsthat are ready to run. XXX more comments
here of the innards.

23591-23598The thread has been blocked, but there is no other thread which is ready to run.
All we cando is halt the CPU until thereis a new thread which is ready to run. This can
only happen when some extenal event occurs (e.g. some I/O, or a pending alarm call
which has expired). We move the CPU over to usethe idle stack (asthe previous thread's
context has gone), mark that there is no running thread, releasethe lock on the ready to
run queue, and then halt the CPU with idle(). No more CPU instructions will occur until
an interrupt arrives. Eventually, idle() returns and we can scanthe ready to run queue.
Before we return to the top of the loop, reacquire the lock on the ready to run queue.

23604-23611We have found the same thread that tried to give up the CPU. It was probably
pre-empted but there are no other ready to run threads. Resetthe thread's quantum to
RUN_TICKS, and mark the thread asrunning on the CPU. Releasethe lock on the ready
to run queue, and return to the thread that called swtch()

23616-23620Savethe context and registers of the current thread. It is interesting that there is a
testto seeif the thread pointer t is pointing somewhere;| can't think of a path to get here
wheretis NULL. savestate(¥ an interesting function, asit must savethe thread'sregisters.
The implication of this is that, when the thread is restarted, it would try to continue the
execution of savestate().The thread would return to theselines in swtch(), but swtch()is
expecting the threadto not return from savestate()There is some hardwar etrickery going
on here; for now, realisethat when athread regainsthe CPU, its execution path brings it
back out of resume(pn line 23646.

With the thread's context stored safely, we now have no stack. If we tried to modify
our local variables, or if we made functions calls which push parameters on the stack,
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bad things would happen. Fortunately, the next few lines don't make function calls nor
modify local variables, so they are safe. However, it would be even safer if the call to
idle_stack(was moved up to here.

23627-23631Setthe current thread and t to be the thread we have chosento run. Setthe pri-
ority in the cpustruct to that found in the for loop above. Resetthe thread's quantum to
RUN_TICKS.

23636-23637Mark the thread as running on the CPU, and point the thread struct to the cpu
struct, sothat the thread knows which CPU it is running on.

23645 We have nally found a new thread, modi ed the ready to run queue and altered the
other global variables (like cpuand curthread. We can now releaseour lock on the ready
to run queue.

23646 Restore this new thread's context, including its register. The thread's program counter
will be altered so that it thinks it called the resume(¥unction, whereaswe know that it
really called the savestate(junction elsewhere.

XXX Moreto add here.

2.3.2 int sched_op(int op, int arg), 23942-24033

sched_op(s a system call which allows threadsto modify their scheduling behaviour. There are
ve different operations available, de ned on lines 13053-1305%f sys/sched:h

SCHEDOP_SETPRIO Setthe thread's scheduling priority .
SCHEDOP_GETPRIO Getthe thread's scheduling priority .
SCHEDOP_YIELD Yield the CPU to any other ready to run thread.
SCHEDOP_EPHEM Make this thread an ephemeral thread.
SCHEDOP_PROFILE Make this threadapro ling thread.

23956-23970Attempt to setthe thread's priority to be one of PRI_BG (a background thread),
PRI_RT (areal-time thread) or PRI_TIMESHARE (a normal timesharing thread). All other
argument values are treated as invalid, and the syscall returns EINVAL. The code calls
sched_prichg@©n line 23966to checkif the requestis valid and to setthe priority .

23972-23977Return one of the 3 PRI_values from the curthreadstruct using a setof nested C ?:
constructs. This could berewritten with normal if ... elsef syntax, but it would add more
lines of code.

23979-23984Yield the CPU to another ready to run thread. This is simply done with a call
to timeslice() which pre-empts the current thread and placesit back on the ready to run
gueue. The call to timeslice(will only return when the thread is rescheduled.

23986-23995Mark the currentthreadasan ephemeral one: it will bekilled onceall non-ephemeral
threadsin the processhave died. If thereis only one thread left (lines 23993-23995)then
kill the processimmediately using the do_exit()function.
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23997-24005We need to acquire the semaphore on this thread's processso that it can be modi-
ed, but we canmodify our own threadstruct with no lock, asno other thread is going to
touch it. Mark the thread as an ephemeral one, and also decrement the number of (non-
ephemeral) threadsin the process.After that, the processsemaphore can be released.

As it stands, the code for this caseof the switch statement falls through to the SCHE-
DOP_PROFILE case,as there is no breakor return statement. This is likely to be a pro-
gramming error.

24007-24027Mark the threadasapro ling thread. As with the ephemeral code, we acquire the
semaphore on the processstruct, although the code does not alter this struct. Mark the
threadstruct asbeing apro ling threadis argis not zero, or turn off the proling ag if arg
is zero. Releasethe semaphore and return.

24029-24033If sched_op(s called with any other operation, break out of the switch statement
and return EINVAL.



Chapter 3

Memory Management

3.1 Address Spaces

A processis a structure that allows a program to execute safely, and to request services from
the operating system. One of the most important attributes of a processis its addressspacei.e.
the set of memory locations that it is able to use. Each processseesits own virtual address
space, starting at address0 and going up to some large number (usually the total addressing
range of the processor).VSTamust map portions of this virtual addressspaceonto real physical

memory.

3.1.1 struct vas and struct pview, 14001-1403%nd 12701-12746

struct vas struct pview
V_views p_set
v_lock p_vaddr
v_flags p_len, p_off
— p_vas
struct hatvas p_prot
<= - -p_valid

struct hatview

p_next

Eachprocesshas a single addressspacerepresentedby a struct vas Eachaddressspacecan
have zero or more of the following attributes (stored in v_ ags):

VF_DMA Theaddressspaceis in useby a DMA server; ensure that all pagesstay wir ed down.

VF_MEMLOCK The pagesin the addressspacemust stay in memory; do not page them out.

14
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VF_BOOT The addressspaceis being used by one of the boot servers.

The structur e also contains a hardwar e-dependent section which describesthe addressspace.
We will look at struct hatvaslater.

The vasstructur e points to a singly-linked list of page views (struct pview) using the p_view
pointer. All of the pviewnodes in the list poitnt back to the vasstructure, and the list is built
using the p_nextpointer.

Eachpageview node representsa contiguous region of memory in the virtual addressspace.
For example, the process'codeareawould beone pageview, aswould its data areaand its stack.
The page view has a setof protections which are stored in p_prot:

PROT_RO The page view is read-only. Writes to theseaddresseswill causea page fault.
PROT_NOFORK This page view must not be duplicated by a fork() operation.
PROT_MMAP This page view was created by an mmap()operation.

PROT_FORK The page view is in the processof being copy-on-write duplicated by fork().

The memory in the page view starts at virtual addressp_vaddrand is p_lenpagesin length.
XXX: I'm not sure what p_valid does: If attached to a VAS, ags which virtual slots have
mappings. Also, what is p_offused for?
As with the vasstructur e,thereis ahardwar e-dependentsectionin the pviewstructur e which
describesthis contiguous region of virtual memory, which we will look at later.

3.1.2 struct p_set, 12301-12439

The vasand pviewstructureslook after the list of regions within avirtual addressspace. These
regions now needto be mapped to anumber of pages. It is important to realisethat a page does
not representactual physical memory, but the potentialof physical memory being visible at the
page'svirtual position. It is the dif ferencebetween a page and a page frame.

Eachpage view points a a page set(struct pset)which representsa setof contiguous pages.

struct pset

p_len, p_off

p_type, p_flags
p_data, p_swapblk

(]
E:gz — struct perpage array
p_perpage —={ [ [ [[[[[]]

p_lock, p_lockwait

struct hatpset

p_cowset
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There are p_lenpagesin the page set (is this a duplicate of the p_lenvalue in the page view,
perhaps?), XXX and | don't know what p_off is used for yet. Each page set has one of the
following types:

PT_UNINIT The page setcontains uninitialised data.
PT_ZERO The page set contains pageswhich must be initialised to zeroesbefore use.

PT_FILE The page set contains pages which must be loaded from a le before each page is
used.

PT_COW The page setis sharing pagescopy-on-write with one or more other page sets.
PT_MEM XXX: No idea here,the src says: View of physical memory.

Becausethere are several dif ferent page settypes, the VSTa designers choseto include a pointer
called p_datawhich can point at dif ferent data structures depending on the page settype; this
is an abuseof the C language, yes, but then again that's what it was designed for.

In asimilar fashion, eachdif ferent type of page setwill need different C functions to manip-
ulate it. The p_opspointer points at a set of six functions which are speci c to this type of page
set. As noted in the source code (12361-12362)this removes the need for switch statementsin
the VSTa codeitself. XXX: | needto describe thesefunctions here.

XXX: What arethe p_ ags bits used for?

When the page setis sharing pagescopy-on-write, we need to know which other page sets
areinvolved. The p_cowsepointer holds a (circular?) linked list of all the pagessetsparticipat-
ing in the copy-on-write.

As with the vasand pviewstructur es,thereis a hardwar e-dependentsectionin the psetstruc-
turewhich describesthis page set, which we will look at later.

3.1.3 struct perpage and struct atl, 12336-12342nd 12318-12324

The psetstruct contains information about a group of pages of a certain type. The struct then
points off (using p_perpaggto an array of struct perpagenodes, each of which describe a single
page. As noted before, eachpage representsthe potential of physical memory, and may or may
not be mapped to areal page frame in physical memory.

struct perpage array

pp_flags
pp_pfn
pp_refs

pp_atl

struct atl

a_ptr
a_idx
a_flags
a_next .=

Eachstruct perpagenode in the array hasits own attributes, one or more bits in the pp_ ags
variable:
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PP_V The pageis valid, and pp_pfnholds the physical frame number for the page.

PP_COW The page is currently read-only due to copy-on-write. If a modi cation attempt is
made, the page will be duplicated and will becomeread-write once again.

PP_SWAPPED The page has been swapped out. XXX: why is the swap block number in the
page setand not here?

PP_BAD XXX: no idea yet! Pagepush failed; contents lost.
PP_M The hardwar e-independent modi cation bit for the page.

PP_R The hardwar e-independent referencebit for the page.

XXX: It is interesting that each page has a set of bits indicating why it is locked (pp_lock but
the data structur e doesn't have a p_locknor a p_semabDoes this mean that the page setmust be
locked in order to manipulate asingle page,i.e. somewhat coarse-grainedlocking?

XXX: At this point, | need some comments on the struct atl to determine what it is used for.
Il go readthe code for somehints. What doesatl stand for, anyway? After this section, I'll start
writing sectionson the individual functions in the kernel.

3.2 The Free Frame List

One of the tasks of any operating system is to manage the limited physical resources of the
computer. One of the important resourcesis of course the RAM, which all processesequirein
order to execute.

VSTa keeps a linked list of free page frames, and provides a set of functions to manipulate
the list and to provide memory to processesand the kernel itself.

3.2.1 struct core, 9901-9949

struct core
c_flags
C_psidx
~<—71 c_pset
¢_word
c_free

Each struct core' node representsa physical page frame in the computer. The c_ ags repre-
sentsthe state of the frame, zero or more of the following bits:

C_BAD The frame is physically bad, e.g.thereis no RAM in the frame.
C_SYS The frame is used by the microkernel, and must not be paged out.

C_WIRED The frame is wir ed down becauseof a pending 1/0 operation, and must not be
paged out.

C_ALLOC The frame hasbeenallocated from the freeframe list.

1The term “core' is a historical leftover from the 1960'sera of computing. To nd out more about it, do aweb search
on the term “magnetic core memory”.
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The three elds c_psetc_wordand c_freeform a C union, and thus only one eld canbein use
at any time. When the frame is on the freelist, the c_freeeld forms alinked list of freeframes.
There is no need to identify any speci ¢ frame, asany frame in the list can be equally mapped
to the samevirtual page.

When the frame is in use, the c_pseteld points to the page set which is using the frame,
XXX and what is c¢_psidxused for?

When the frame is in use by the kernel, i.e. marked as being C_SYS the c_word eld is
used by the kernel storage allocator to XXX do something! VSTa de nes three C macros to
manipulate the c_word eld:

PAGE_GETVAL(pg) Xxxx
PAGE_SETVAL(pg, val) xxx
PAGE_SETSYS(pg) xxx

The corestructureis 8 octetslong. Now consider a Pentium classsystemwith 128 Megs of main
memory. Eachframe is 4K in size, giving us 32,768frames of memory. Therefore, the freeframe
list will require at least 256K of memory to hold, which in turn requires64 frames of storage. It
is important to realisethat the operating system requiresits own system resourcesto do its job;
a good operating system design strives to minimise the resourcesrequired.

VSTa de nes the main variables for the free frame list in os/kern/vm_pagean lines 25024-
25028.freemenand totalmemkeep a count of the number of freeframes and the total number of
page frames. The freelistis the pointer to the start of the freeframe list, initialised to 0. Access
to the freelist is regulated by the spinlock mem_locland the semaphore mem_sema

It is also interesting to note that VSTa keeps an array of cor nodes called ncor[], one for
every page frame in the system. The array is de ned on line 25028and initialised on lines
25186-25189This will require another 256K of memory to store the details of 128M of Pentium
memory.

3.2.2 uint alloc_page(void), 25096-25128

This is the function to grab one frame from the free frame list. It should be a simple matter
to unlink one corenode, initialise its values and return areferenceto the frame. However, the
freelist is a shared data structure, and so we need to lock it sothat only one kernel instance is
accessingthe list.

25105 Get hold of the freelist spinlock without disabling interr upts. This stops any other pro-
cessorfrom accessingthe freelist.

25112-25115If the list is empty, we cannot proceed. Therefore,loop while the freelist is empty.
Inside the loop, we relinquish the spinlock and grab the semaphore (line 25113). This of
course can block us (i.e. suspend the thread that wants a freeframe). Once we have the
semaphore, we re-lock the spinlock (line 25114).

25116 We now have the exclusive accesdo the freelist. The rst thing to do is to decrement the
number of freeframes.

25122-25124Unlink one core node from the freelist, and releasethe spinlock we are holding:
XXX: what about the semaphore?
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25125-25126We've relinquished exclusive accesdo the freelist, and we now have a single core
node. Mark the node as having come from the freelist. Null the c_freepointer so that it
doesn't point into the freelist any more.

25127 Finally, return the index into the core[] array for this frame's entry. This allows the caller
to dir ectly accesghe node that we have just been manipulating.

3.2.3 void free_page(uint pfn), 25130-25160

Returning aframe to the freelist is simpler than allocating one, aswe don't have to wait for the
list to be non-empty.

25139 Obtain a pointer cto the correctcornode with number pfnin the core[] array. This could
berewritten as c= &core[pfn]; to make it more understandable, i.e. get the address
of the pfn'th element from the core[] array.

25140-25141Checkthat the pointer actually doespoint somewherein the core[]array, and panic
the kernel if it doesn't.

25142 Mark the page asnot being allocated, i.e. it is now free!

25143-25150Theselines walk the freelinked list, ensuring that the node we want to insert is
not already on the list. Note that the list is traversed without locking it rst; hencethe
warning that this only works on a unipr ocessorsystem without preemption.

25151 Check that the frame we are trying to freeisn't marked as bad. There is no point in
putting such a frame on the list; someonewill allocate it and have an unusable frame.

25152-25155L ock the freelist's spinlock. Insert the frame at the beginning of the list. Increment
the number of freeframes.

25156-25158We now need to releasethe spinlock, but rst checkto seeif someoneis waiting
on the list's semaphore. If they are,then releasethe semaphore. XXX: why do we do this?

25159 Finally releasethe spinlock and we are all done!
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Kernel Synchronisation Primitives

VSTa provides anumber of synchronisation primitives which are used extensively in the micro-
kernel. Theseprimitives are de ned in the source les include/sys/mutex.hos/mach/mutex.and
os/mach/mutex.clThe two main primitive types are spinlocks and semaphores.

4.1 Spinlocks

The VSTa spinlock structureis de ned on lines 11343-11345Essentially, it is single unsigned C
character, but only the values 0 and 1 are used. When the lock is not held, it hasthe value 0;the
value 1 indicates that the lock is held by a thread or interr upt handler. The VSTa source code
makes thesenotes:

When a spinlock is taken, interr upts may be blocked (to protectresourcesshared
between interr upt handlers and non-interr upt code) or left unblocked (for resources
accessedonly from non-interr upt code, but accessiblefrom more than one thread or
CPU at atime).

Spinlocks may nest, although nesting an SPLOlock while holding an SPLHI one
will causea panic. All locks must be releasedbefore the CPU is relinquished.

Several of the spinlock primitives also setor return the currentpriority levelor spl_t The termi-
nology is a remnant of early Unix implementation, but the possible valuesin VSTa are:

SPLO: Spin waiting for the spinlock with interr upts enabled.
SPLHI: Spin waiting for the spinlock with interr upts disabled.

SPLO_SAME, SPLHI_SAME: Spin with interr upts unchanged. Both values are equivalent un-
lessthe microkernel is compiled with debugging enabled.

Although the VSTa microkernel is ostensibly written to use spinlocks, at presentthe spinlock
mechanisms are not SMP-aware. In fact, there is no spinning in the spinlock primitives, no
test-and-set and no atomic read-modify-write. The primitives will need to be altered to be
SMP-aware.

20
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4.1.1 void init_lock(lock _t *I), 32796-32803

Initialize a spinlock to “not held”, i.e. the value of 0. This is used 14 times in the microker-
nel, indicating that there are approximately only 14 different data structure types in the VSTa
microkernel that require locking.

4.1.2 spl_t p_lock(lock t *I, spl_t s),32711-32732

Acquir e a spinlock. This setsthe spinlock value to 1, setsthe priority level to s, atomically
increments a global count of the number of spinlocks being held by the system, and returns the
value of the old priority level. XXX whereis the spin? Help!

4.1.3 void p_lock_void(lock_t *I, spl_t s),32735-32748

Acquir e a spinlock but without returning avalue. As with the previous function, this function
setsthe spinlock value to 1, setsthe priority level to s, and atomically incrementsa global count
of the number of spinlocks being held by the system.

4.1.4 spl_t cp_lock(lock_t *I, spl_t s),32751-32778

Try to acquire the spinlock, performing the operations of the previous two functions, but re-
turning -1if the lock is already held.

4.1.5 void v_lock(lock_t *I, spl_t s),32781-32793

Releasea spinlock. Setthe lock's value back to 0, atomically decrement a global count of the
number of spinlocks being held by the system, and setthe priority level to s.

4.2 Semaphores

The VSTa structure for a semaphore is de ned on lines 11348-11358.It contains a spinlock to
manipulate the semaphore, a counter, and a linked list of threadswhich are blocked waiting to
acquire the semaphore. The VSTa source code makes thesenotes:

Semaphoresarethe only mechanism for sleeping. When sleeping on asemaphore,
PRIHI will inhibit events from breaking the semaphore, and PRICATCH will allow
events which show up as a non-zero completion of the p_sema(pperation. PRILO
causedthe systemcall to return with EINTR (p_sema(hever returns, alongjmp()hap-
pensinstead), but hasbeendiscarded in favor of explicit PRICATCH with an EINTR
return path. Not only does it solve some problems with using shared code paths
between kernel and user clients; it also sparesus having to dump all the machine
stateinto a jmp_buffor eachand every system call.

You may transition from a lock to a semaphore using p_sema_v_lock()There is
no way to transition from one semaphore to another atomically.

4.2.1 int blocked _sema(sema_t*s), 32806-32813

Tell if anyone's sleeping on the semaphore.
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4.2.2 void init_sema(sema_t *s), 32816-32827

Initialize semaphore, s_countstarts at 1.

4.2.3 set_sema(sema_t*s, int cnt), 32830-32840

Manually setthe value for the semaphore count. Use with care; if you strand someoneon the
gueue your systemwill start to actfunny. If DEBUG is on, it'll probably panic.

4.2.4 void adj_sema(sema_t*s, int cnt), 32843-32850

Manually adjust the value for the semaphore count.

4.2.5 void splx(spl_t s),32853-32862

Adjust interr upt handling without changing a spinlock.

4.2.6 void g_sema(struct sema*s, struct thread *t), 32320-32340

Queue athread under a semaphore. Assumes semaphore is locked.

4.2.7 void dg_sema(struct sema*s, struct thread *t), 32342-32368

Remove athread from a semaphore sleeplist. Assumes semaphore is locked.

4.2.8 int p_sema(sema_t*s, pri_t p), 32370-32424

Take semaphore, sleepif can't.

4.2.9 int cp_sema(sema_t*s), 32426-32447

Conditional p_sema()

4.2.10 void v_sema(sema_t*s), 32449-32474

Releasea semaphore.

4.2.11 void vall_sema(sema_t*s), 32476-32487

Wake up all threadsthat are sleeping on the semaphore. XXX raceson MP; have to expand
v_semahere.

4.2.12 int p_sema_v_lock(sema_t*s, pri_t p, lock_t *I), 32489-32546

Atomically transfer from a spinlock to a semaphore.

4.2.13 int cunsleep(struct thread *t), 32548-32588

Try to remove a processfrom a semagqueue. Returns 1 on busy mutex; 0 for success.
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4.3 Other Synchronisation Primitives
4.3.1 void ATOMIC_INC(void *val), 32627-32638

Increment an integer atomically.

4.3.2 void ATOMIC_DEC(void *val), 32641-32652

Decrement an integer atomically.

4.3.3 void ATOMIC_INCL(void *val), 32655-32666

Increment along integer atomically.

4.3.4 void ATOMIC_DECL(void *val), 32669-32680

Decrement along integer atomically.

4.3.5 void ATOMIC_INCL_CPU_LOCKS(void), 32683-32694

Increment the number of locks held atomically.

4.3.6 void ATOMIC_DECL_CPU_LOCKS(void), 32683-32694

Decrement the number of locks held atomically.



Chapter 5

Kernel System Calls

VSTa was not designed to be a POSIX-basedoperating system. Instead, a very different set
of system calls were chosenfor VSTa, with a POSIX emulation layer provided asa user-mode
library. Thus, VSTa canrun most POSIXapplications (Is , vi , gcc etc.) eventhough the micro-
kernel does not support POSIXsystem calls.

VSTa provides user processesand operating system server processeswith 41 system calls,
listed below.

24
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msg_connect

System Call Purpose
clone Clone new client connection from old
dbg_enter Enter the kernel debugger
enable_dma Enable DMA abilities for current process
enable_io Enable accesgo I/O space
enable_isr Connect an interr upt vector to a port
exec Replaceprogram image with new program
exit Terminate current thread
fork Createnew process
getid Obtain process-thread- or group-id
mmap Manipulate processvirtual addressspace
msg_accept Accept a connection from a client
Connectto server

msg_disconnect

Disconnect a port

Sendback an error

msg_err
msg_port Createa server port
msg_portname Get name associatedwith port

msg_receive Receivemessageson a server port

msg_reply Answer a message

msg_send Sendmessagesto a server's port

munmap Remove object from processaddressspace
mutex_thread Thread-to-thread mutex operation

notify SendVSTaevent string to a processor thread

notify _handler

Register handler for notify() events

page_release

Unlock wir ed memory

Lock down pagesto physical memory

page_wire
pageout Detect memory shortagesand steal pages
perm_ctl Setor read speci ¢ slot
pstat Obtain kernel status information
ptrace Debug running process
run_gqio Processasynchronous queue /O
sched_op Handle scheduling operations for user code
set_cmd Setp_cmd[] eld of process
set_swapdev Setthe system's swap device
setsid Createnew processgroup
strerror Return VSTa error string
tfork Createnew thread under current process
time_get Obtain the current time
time_set Setthe current time
time_sleep Suspend processfor a given interval
unhash Unhash any referenceto the indicated hash

waits

Retrieve status on exiting processes
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